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Tunnel detection in protein structures using sampling-based motion planning
Vojtěch Vonásek1 and Barbora Kozlı́ková2

Abstract— Proteins are involved in many biochemical processes. The behavior of proteins is influenced by internal void
space such as tunnels or cavities. Tunnels are paths leading
from an inner protein active site to its surface. The knowledge
about tunnels and their evolution over time provides an
insight into protein properties (e.g., stability). Sampling-based
motion planning techniques like Rapidly Exploring Random
Tree (RRT) can be used to find tunnels by sampling the
corresponding configuration space. These methods can be easily
adapted to operate with protein dynamics. The inner void space
of proteins is very limited, which may decrease the ability of
RRT to find a solution due to the narrow passage problem.
In this paper, we propose to generate random samples using a
Voronoi Diagram of the atoms. A subset of Voronoi vertices is
dynamically maintained to support the generation of samples
in promising regions inside the protein.

I. I NTRODUCTION
Protein structures are essential components of all living
organisms. Proper understanding of their structure and function is important in many fields, including protein engineering, drug design, agriculture, cosmetics, etc. Although
this knowledge is still very hard to reveal, several protein
structures have been already investigated in sufficient detail.
Such investigation can incorporate computational methods
which help to analyze the geometry of protein structure, its
shape, surface area, and inner void space [11].
For example, one task in protein engineering is to change
selected properties of a protein, e.g., its stability under
different outer conditions [19] or its reactivity with other
molecules [28]. This can be achieved by detecting and
studying so called tunnels in proteins which can serve as
the transportation paths for the ligand from the outside
environment to the active site or vice versa. The active site
is a specific site, usually deeply buried inside the protein,
where the chemical reaction between the protein and ligand
can undergo. The importance of tunnels can be demonstrated
on the study where the mutations of amino acids located
directly around the tunnel substantially improved the structural and kinetic stability of the studied protein, while surface
mutations almost did not contribute to the stabilization [19].
Generally, the task of tunnel detection is to find a collisionfree path leading from the active site to the protein surface.
The path is usually searched for a spherical probe of a given
radius, which serves as the proxy geometry for a ligand [4],
[32], [20]. An example is depicted in Fig. 1. Early solutions
focused on static molecules. However, from a static snapshot
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Brno, Czech Republic

Submitted draft

Protein 1CQW
Fig. 1.

Active site

Detected tunnels
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Example of tunnel detection in haloalkane dehalogenase.

it is hard to assess the biochemical relevance of the tunnel
as it does not provide the information about its temporal
stability.
Therefore, researchers have started to focus on molecular
dynamics (MD) simulations to study the behavior of individual tunnels over time [38], [4], [32], [15]. Molecular dynamics is represented by a sequence of time frames (molecule
snapshots), and the tunnels need to be detected through
these frames. The existing solutions are based exclusively
on Voronoi diagrams and the used clustering methods are
time and memory consuming. This also limits the maximum
number of frames which can be analyzed. In such cases, the
biochemists have to select a subset of the whole simulation
and perform the analysis only for this selection. Such analysis however gives only a rough idea of the tunnel behavior,
as important parts of the simulation can be easily omitted.
To overcome this problem, we have recently proposed
a novel method for tunnel detection using sampling-based
motion planning, namely using Rapidly Exploring Random
Tree (RRT) method [36]. RRT builds a tree of collisionfree configurations of a spherical probe moving inside the
protein. To consider the molecular dynamics, the tree is
continuously pruned in each frame. In comparison to the
existing approaches [29], [30], this RRT-based approach [36]
handles the dynamics without any need to cluster and match
Voronoi diagrams between consecutive frames.
Due to the generally low volume of the protein void space,
the sampling-based tunnel detection may suffer from the
narrow passage problem. To cope with the narrow passages,
we propose to generate the random samples along a subset
of Voronoi vertices of the atoms. The subset is automatically
adapted so it always attracts the tree towards the unexplored
regions of the configuration space. The main contribution of
this paper is the novel method for guiding the growth of the
tree using multiple regions (defined by Voronoi vertices) that
are switched according to the progress of the tree.

Submitted draft

Submitted draft

Submitted draft

Submitted draft

II. R ELATED WORK
The analysis of protein structure aiming to reveal tunnels
has been supported by different computational software tools,
which take the geometry of the protein as an input and
explore the inner void space (e.g., MOLE [29] or CAVER
1.0 [30]). Early methods for tunnel detection utilized a discretized 3D grid, where each cell was considered as occupied
or free depending on the presence of atoms of the protein.
Tunnels can be then searched using standard graph-search
methods, such as the Dijkstra’s algorithm. Besides, the grid
can be used to identify other relevant properties like pockets,
cavities, or channels [32], [30]. The obvious disadvantage
of the grid-based methods is the high memory demand
and their dependency on the grid resolution. Due to the
high memory consumption, these methods are not suitable
for tunnel detection in dynamic proteins and therefore they
are used primarily for the analysis of static molecules or
individual snapshots of the dynamics.
Currently the most widely used approach to tunnel detection is based on ordinary Voronoi diagrams (VD) or
Weighted Voronoi diagrams (WVD). The ordinary VD is
computed on points representing centers of all atoms, without
considering the atomic radii. This may lead to the detection
of tunnels with incorrect bottlenecks. To consider atoms
with different radii, the weights of individual points are
determined by the van der Walls radii of the atoms in WVD.
An alternative solution is to compute a non-weighted VD
on an extended point set, where each atom is approximated
by several spheres with a small radius [38], [4], [27]. VDbased methods are memory less demanding, and also faster
than the grid-based methods. The extension of VD-based
methods to dynamic molecules requires to construct VD in
the frames being analyzed and finding the correspondences
between them. The existing approaches often use hierarchical
clustering to match Voronoi vertices and edges from different
frames, which is computationally demanding [24], [27].
The tunnel detection in dynamic proteins can also be
formulated as path planning in 4D (i.e., 3D × time) configuration space assuming a spherical probe. This space can
be searched using sampling-based motion planning methods.
The idea of sampling-based motion planning is to randomly
sample the configuration space C of the robot. The random
samples are classified as free or non-free using collision
detection and the free ones are stored into a roadmap. A path
in the roadmap then represents a motion in the workspace.
Rapidly Exploring Random Tree (RRT) [23] is a singlequery motion planning method. RRT incrementally builds
a configuration tree T rooted at the initial configuration. In
each iteration of RRT, a random configuration qrand ∈ C
is generated and its nearest node in the tree qnear ∈ T
is found. A new configuration qnew is constructed on the
line connecting qnear and qrand in the distance ε (straightline expansion). If qnew is collision-free, it is added to the
tree. The algorithm terminates if the tree approaches the goal
configuration close enough.
Beyond robotics, the sampling-based motion planners have
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been successfully applied in computational biology in studies
related to protein folding [3], [1], [6], [2], [31], [26], [33],
[18], ligand docking [6], [22], [25], or analysis of loop
motions [7]. Solutions for tunnel detection using samplingbased methods however have not been discussed yet. The
most relevant work is [13], where RRT is used to compute
pathways for flexible ligands leading towards the active site.
In [5], the pathway is found for the opposite direction, from
the active site towards the protein surface. The methods [13],
[5] do not compute all tunnels explicitly, rather a single
pathway.
In our recent paper [36], we have proposed to detect
tunnels using RRT. In this approach, RRT samples the
configuration space of a small spherical probe moving in a
single frame of protein dynamics. After the tunnels are found
in one frame, the built configuration tree is transferred to the
next frame of protein dynamics and pruned to remove nodes
colliding with the new positions of atoms. This results in a
sequence of connected trees, that can be searched for a path
representing tunnels in molecular dynamics.
In comparison to [13], our approach [36] assumes spherical probes, which is motivated by practical reasons. Flexible
ligands have many degrees of freedom, which increases the
dimension of the configuration space to be searched and
makes the collision-detection more complex. Moreover, it
is required to define a suitable metric and possibly also
an efficient data structure for the nearest-neighbor search.
Motion planning for typical ligands, that usually consist of
up to few tens of atoms, is more challenging, as their motion
in the narrow void space is significantly limited and it may
also depend on the initial orientation at the active site.
Contrary, a single spherical probe can move in the same
space more easily. The configuration space of spherical
probes is only 3D with the possibility to employ Euclidean
metric and KD-trees for the nearest neighbor search. It is
more practical to first detect tunnels for a spherical probe
and then analyze the traversability of a given ligand. In
this case, the traversability analysis is limited only to a
tunnel and its vicinity, which decreases the volume of the
configuration space and decreases the number of atoms
involved in collision detection.
The growth of the configuration tree into some regions
of the configuration space can however be slowed down
due to the narrow passages. The narrow passage is a small
region of the configuration space containing a part of the
solution. As the samples are generated from the uniform
distribution in RRT, the probability of placing the samples
into the narrow passages is low and therefore, the probability
of expanding the tree through a narrow passage is very
small [21]. A possible solution is to estimate the location of
narrow passages from the knowledge of the workspace and
generate more samples in the difficult areas. For Probabilistic
Roadmaps [17], this can be achieved simply by generating more samples in the difficult areas, e.g., along medial
axis [37], [10], [12], [14], [39]. Generating random samples
in difficult regions however does not ensure the construction
of a better tree in the case of RRT-based methods. In
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RRT, the configuration tree is expanded in the direction of
random samples, but the obstacles may prevent to reach them
closely [34].
The increased probability of sampling in a given region,
e.g., in a narrow passage, brings advantage only if the tree
is close to the region and if it can reach it. To guide the tree
through the configuration space, samples can be generated in
multiple regions that are switched according to the progress
of the tree. The regions can be estimated e.g., based on the
medial axis of the environment [8], [9] or a path [35], [16].
In this paper, we propose how to combine the RRT-based
search with Voronoi-based methods in the task of tunnel
detection. To guide the configuration tree using the Voronoi
diagram, a subset of Voronoi vertices is determined and the
samples are generated around vertices in this subset. The
subset is maintained according to the distance from the tree,
so the random samples are generated only if they are in a
suitable distance from the tree. This allows us to sample
simultaneously along all promising parts of VD that are
accessible from the tree, which is suitable for the detection
of multiple tunnels.
III. P RELIMINARIES
Proteins are represented by the hard sphere model, where
the radius of each sphere (atom) is given by its van der
Waals radius. Let S ⊂ R3 denote the union of all spheres,
i.e., the geometry of the protein. The tunnels need to be
found for a spherical probe Sprobe of radius rprobe . Let q =
(x, y, z) ∈ C denote the configuration (position) of the probe,
where the configuration space C consists of all possible
configurations. For each configuration q ∈ C we assume,
that its largest collision-free radius r(q) ∈ R, r(q) ≥ 0 can
be computed, e.g., using collision detection. The collisionfree region Cf ree ⊆ C is formed by configurations, where
Sprobe can be placed without any collision, i.e., Cf ree = {q ∈
C|Sprobe (q) ∩ S = ∅}, where Sprobe (q) is the sphere with
radius rprobe at configuration q. The distance dist(q1 , q2 )
between two configurations q1 , q2 ∈ C is measured using 3D
Euclidean metric.
The configurations outside the protein Cgoal ⊆ C are
collision-free with sphere Sout of radius rout , rout > rprobe ,
Cgoal = {q ∈ C|Sout (q)∩S = ∅}. By computing the α-shape
of the molecule, we can identify atoms located on the protein
surface. These atoms are referred to as surface atoms in the
rest of the paper. The distance between a configuration q ∈ C
and its nearest surface atom is referred to as dists (q).
Molecular dynamics simulations are represented by a sequence of n snapshots (frames). The tunnels change with the
protein dynamics as well: their width and position change,
they can merge with other tunnels or even disappear. The free
region Cf ree is therefore different in each frame, as positions
of atoms change. For the sake of simplicity, a single notation
C resp. Cf ree is used in this paper and it is valid for the frame
being processed.
The approximated WVD diagram of the atoms is computed by representing each atom using 12 balls of equal radii
and computing the ordinary Voronoi diagram. Computing
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WVD this way is more efficient and numerically stable and
it is used also in other related tools [4], [38]. Vertices of
this WVD are filtered out if their distance to an atom is less
than the probe radius rprobe . Let Vvor contain the remaining
Voronoi vertices, and let rv ≥ 0, v ∈ Vvor denote the distance
to the nearest atom.
IV. T UNNEL DETECTION
The tunnel detection problem is defined by specifying
the coordinates of the active site qstart ∈ Cf ree , the radius
rprobe of the probe, and the radius rout that determines the
outer space Cgoal of the protein. The MD simulations are
searched for tunnels in a two-stage process: first, the tunnels
are searched in a single frame, then the built configuration
tree is transferred to the next frame and pruned. Due to the
given limit, this paper focuses mainly on the first stage. We
refer to [36] for detailed description of the second stage.
A. Sampling of configuration space in a single frame
The configuration space is searched using the RRT principle [23], which is extended by three main modifications.
First, the tree is expanded by several new nodes in each
iteration, in order to boost its growth in the narrow passages.
The second modification is designed to block the growth of
the tree outside the protein, which is necessary to prevent
the detection of false tunnels. The last modification is the
novel VD-based sampling of the configuration space. The
proposed method is listed in Alg. 1.
Instead of adding only a single node in each iteration,
which is done in the original RRT, we expand the tree
by m nodes. This improves the growth of the tree inside
the narrow passages, as these are filled by the tree in less
number of iterations. After a node qnear for the expansion
is determined, its neighborhood in the distance ε is sampled.
The collision-free samples (i.e., r(q) ≥ rprobe ) are stored
in the set N . The configuration q ∈ N is added to the tree
if it does not regress to the tree. A sample q is regressing
if its nearest neighbor in the tree is closer than qnear . This
regression test prevents the expansion to large sites, that are
already filled with other nodes. Without this test, the tree
would densely occupy large areas, but less densely the small
ones.
This expansion by multiple nodes results in dense trees
that penetrate the narrow passages more than the classic
RRT. The reason is that if qnear lies in a narrow passage,
the naı̈ve straight-line expansion towards the random sample
qrand is more likely prevented by an obstacle located on the
line connecting qnear and qrand . However, it is still possible
that qnear can be expanded in a different direction, which
is realized by the proposed modification. This increases the
chance that qnear is expanded by at least one new node,
which is important especially in narrow passages, as it allows
the tree to grow through the tiny region of Cf ree .
The protein active site is typically connected with the
surface by multiple tunnels. It is therefore desired to detect
as many tunnels as possible. On the other hand, not all
tunnels within the protein are biochemically relevant, such as
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long thin ones with highly curved trajectory or tunnels partly
located on the surface of the protein. Such tunnels, despite
they are connected with the active site, are not relevant
because there is a high probability that they will be closed
in the MD simulation.
To prevent the growth of the tree on the bumpy surface
and to boost searching of tunnels inside the protein, the
algorithm searches the configuration space in two phases. In
the first phase, the blocking spheres Sblocking of radius rout
are placed to configurations that are believed to be close to
the surface. The distance of each configuration q ∈ N from
the nearest surface atom is determined and q is added to the
tree only if this distance is larger than dsurf . Otherwise, q
is added to Sblocking (Alg. 1, line 21), because a tunnel can
exit at q from the protein.
After a predefined fraction of iterations (parameter α in
Alg. 1, lines 32–35), the algorithm switches to the second
phase, and the blocking atoms Sblocking are deleted and
removed from the collision detection data structures. In this
second phase, the configuration tree is allowed to exit the
protein and reach the outer space. An exit from the tunnel
is detected if q ∈ N is collision-free with sphere Sout (or
r(q) > rout ). The exit points are stored in the set G (Alg. 1,
line 28–30).
B. Tunnel detection in dynamic proteins
A sequence of frames of protein dynamics is searched by
the repeated construction of a tree and its transfer to the next
frame. The collisions between the nodes of the actual tree
and the atoms in the next frame are checked and the colliding
nodes are removed. The parents of the remaining nodes are
changed to corresponding nodes from the previous tree. The
search then continues by expanding the existing tree using
Alg. 1. This results in a sequence of trees. Each node in a
tree points to its parent, which is either a node of the same
tree, or a node of the tree in the previous frame. This allows
us to find a path from a given exit point (contained in the set
G in the last frame being processed) back to the first frame.
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Algorithm 1: Static tunnel detection

1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20
21
22
23
24
25
26
27
28
29
30
31
32
33
34
35
36
37

Input: Initial configuration tree T , initial set of blocking
spheres S0blocking
Global params.: goal-probe radius rout , probe radius rprobe ,
max. number of iterations Imax , phase–switching
threshold α, threshold dsurf , num. of new nodes m in each
iteration, prob. pc of sampling randomly from C
Output: Configuration tree T , list of tunnel exit-points G
Sblocking = S0blocking ; //blocking atoms added during phase 1
G = ∅; // list of tunnel exit-points
phase = 1;
for iteration = 1 : Imax do
if phase = 1 then // Voronoi-based sample — Section V
act
Vvor
= update active Voronoi points from Vvor ;
act
v = random point from Vvor
;
qrand = random point ∼ N (v, rv );
end
if rand() < pc then
qrand = random sample from C;
v = ∅; //no Voronoi vertex used
end
qnear = nearest node in T towards qrand ;
if v 6= ∅ and dist(qnear , v) < rprobe then
add v to T , set its parent to qnear ;
end
N = m collision-free nodes around qnear in the distance ε;
for q ∈ N do
if dists (q) < dsurf and phase = 1 then
Sblocking = Sblocking ∪ {Sout (q)} ;
else
q 0 = nearest node in T towards q;
if dist(q, q 0 ) > dist(q, qnear ) then
add q to T , set its parent to qnear ;
end
end
if r(q) > rout then
G = G ∪ {q};
end
end
if phase = 1 and iteration > αImax then
phase = 2;
Sblocking = ∅; // block. atoms are not used in phase 2
end
end
return (T , G);

V. VORONOI - BASED GUIDED SAMPLING
Due to the limited void space of the protein, tunnel
detection suffers from the narrow passage problem. To cope
with this problem, we propose to guide the sampling in
the configuration space using vertices Vvor of WVD of the
atoms. To prevent stucking of the tree due to obstacles (i.e.,
atoms), it is necessary to generate random samples around
Vvor only if the tree has a chance to grow towards these
random samples. To achieve this, we maintain a set of active
act
Voronoi vertices called Vvor
. A Voronoi vertex v ∈ Vvor is
considered as active, if the distance to its nearest node in the
tree is less than dhigh , but larger than dlow (Fig. 2). The upper
value dhigh ensures that the active Voronoi vertices are close
to the boundary of the configuration tree, whilst the lower
value dlow prevents to activate Voronoi vertices that have
already been approached by the tree. This sampling process
therefore automatically adapts according to the progress of
the configuration tree: after the tree approaches a given v ∈
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act
act
Vvor
, this vertex is removed from Vvor
so its surroundings is
not sampled anymore. Contrary, the distant vertices v ∈ Vvor
are not used for sampling at all.
act
To generate a random sample qrand , v ∈ Vvor
is randomly
selected and qrand is generated around v using the Gaussian
distribution with σ = rv (Alg. 1, lines 5–9). The Voronoibased sampling is used only in the first phase of the method,
where the tree growth outside the protein is blocked by
Sblocking . In the second phase, it is desired to grow outside
the protein and the VD structure is not needed, so qrand is
randomly taken from the whole C with the probability pc
(Alg. 1, line 10–13).
act
Besides generating qrand around v ∈ Vvor
, the Voronoi
vertex v is added to the tree if its distance to qnear is less
than rprobe (Alg. 1, lines 15–17). Such addition is valid as all
act
vertices in Vvor (and consequently in Vvor
) have collision-
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Fig. 2. Simplified example of a progress of generating random samples
using WVD for a set of 2D atoms. Atoms are depicted in blue, WVD edges
in green. Dashed circles are centered at Voronoi vertices, and their radii are
given by the distance to the nearest atom. Small red circles represent a
partially built configuration tree. Active Voronoi vertices, that are close to
the tree are depicted in light yellow. Random samples are generated around
these active vertices. The tree is attracted by samples in the yellow regions
(left). Voronoi vertices, that have been already approached, are depicted in
light pink (right). Random samples are not generated around these vertices,
so the tree is still attracted towards the unexplored regions.
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The number of atoms in proteins, their arrangement as
well as the roughness of the surface may significantly vary,
and the behavior of the algorithms have to be adjusted
accordingly. The ability to detect tunnels is influenced by the
parameter α. The first phase should be long enough in order
to build the tree inside the protein. According to experiments
on proteins listed in Tab. I, we suggest to set α = 0.7,
i.e., 70% of iterations is performed in the first phase. The
distance to the surface atoms dsurf indicating tunnel exit
points depends on the roughness of the protein surface and
we recommend to set it less than rout , e.g., dsurf = rout /5 in
our case. The parameters of Voronoi-based sampling, dhigh
and dlow , depend on the amount of void space and also on the
probe radius rprobe . We recommend to use dlow = 0.5rprobe
and dhigh = 4rprobe .
VII. E XPERIMENTAL VERIFICATION

free radius of at least rprobe .
act
The set Vvor
does not need to be updated in each iteration,
because the tree is expanded only by the distance ε in each
iteration. The update can be realized, e.g., after every k nodes
added to the tree.
VI. D ISCUSSION
The configuration tree is expanded towards the random
samples (Alg. 1, lines 19–31) and also by the Voronoi
vertices (Alg. 1, lines 15–17). It is worth to mention that the
tree cannot be constructed only from the Voronoi vertices.
It would result in a sparse tree, that would be almost
whole pruned after switching to the next frame of molecular
dynamics. The reason is, that all molecules move in the MD
simulations, and their Voronoi vertices as well. Contrary,
the collision-free nodes generated randomly around Voronoi
vertices may survive the pruning of the tree.
As each frame of molecular dynamics is analyzed separately, only the actual configuration tree and frame-related
data structures (e.g., WVD, collision-detection structures)
need to be held in the memory. After the frame is switched,
the full tree from the previous frame can be stored. According to our experiments, 50–70% of nodes are kept to the
next frame. The sampling in the next frame therefore does
not start from scratch, but it continues by adding new nodes
to the existing tree. The number of iterations Imax has to
be large enough for the first frame in order to maximize the
number of detected tunnels, but it can be decreased for the
subsequent frames.
Detecting tunnels for spherical probes brings several advantages. The collision detection can be computed very fast
between a spherical probe and the hard sphere model of the
protein. Besides that, a simple 3D Euclidean metric can be
used to measure the distances in the configuration space.
Consequently, the nearest neighbor search can be realized
using KD-trees in O(log n), where n is the number of nodes
in the tree. KD-trees can also be used to compute the distance
dists to the surface atoms (line 20 in Alg. 1), and for the
act
update of set Vvor
(Alg. 1, line 6), which makes these
procedures fast.
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A. Static tunnel detection
The proposed method (Alg. 1), referred to as A1 , is
compared to [36] (referred to as A2 ) and to a basic search
of 3D path for sphere using the basic RRT [23], denoted as
A3 . In A2 , the Voronoi-based sampling is not used.
Voronoi vertices Vvor used in A1 are computed using
WVD with the weight set to the atomic radii. Only Voronoi
vertices located inside the α-shape are considered to be in
act
is updated after 1000 new nodes
the set Vvor . The set Vvor
in the tree. A1 and A2 strategies are run with α = 0.7
and Imax = 50 · 103 iterations. The thresholds for Voronoi
sampling in A1 are dhigh = 4rv (rv is radius of a Voronoi
vertex v ∈ Vvor ), dlow = 0.5rprobe . A1 and A2 expand
the tree by up to m = 4 new nodes in each iteration, A3
only by one. A3 therefore needs more iterations, so for a
fair comparison, A3 is run with 10 times more iterations
(Imax = 500 · 103 ). All other settings are the same for all
three tested strategies: ε = 0.1 Å, rout = 5 Å, dsurf = 1 Å.
Tunnels are searched for several proteins from the Protein
Data Bank (PDB) (www.pdb.org) and compared to the
results of CAVER 3.0 [4] tool. The surface atoms are
detected using α-shapes with radius 5 Å. The resolution of
all methods is set to ε = 0.1 Å. The default setting is used for
CAVER, except for the shell radius, which is set to 5 Å and
the resolution of the provided tunnels is 0.1 Å.
The performance of RRT-based methods is evaluated as
the success rate of finding tunnels detected by CAVER. For
each protein and probe radius, methods A1 , A2 , and A3
are run 50 times. The tunnels are matched with the tunnels
provided by CAVER for the same molecule and probe.
The tunnels are represented as a sequence of 3D spheres,
t = (q1 , . . . , qk ), q ∈ Cf ree . The one-way distance between
two tunnels d0 (t1 , t2 ) is defined as the average distance
between pointsP
qi ∈ t1 and their closest points q20 ∈ t2 ,
n1
dist(qi , q20 ), where n1 is the number of
d0 (t1 , t2 ) = n11 i=1
points in t1 . To match the CAVER tunnels with RRT ones,
the distance D(t1 , t2 ) = max(d0 (t1 , t2 ), d0 (t2 , t1 )) is used.
Two tunnels can be considered as the same if their distance
is less than or equal to 2.5 Å (the examples of same/different
tunnels according to this metric are depicted in Fig. 3c,d).
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The success rate for a given CAVER tunnel is the percentage of RRT trials (out of 50) where this tunnel is detected.
CAVER, depending on the size of the probe, can provide
more tunnels, that are sorted according to a cost function
which is derived from the tunnel length, its bottleneck, and
the curvature of the tunnel. The default sorting criteria, that
prefer shorter and thicker tunnels, are used. We are therefore
interested in the success rate of the first tunnels in the
CAVER sorting, because they are supposed to be the most
important for a further biochemical analysis. The examples
of the detected tunnels are depicted in Fig. 3 and 4.
The achieved results are summarized in Tab. I. The first
column (denoted as T) is the index of the CAVER tunnel.
The column Length shows the length of the tunnels in Å.
Columns A1 , A2 , and A3 show the success rate (in percents)
of finding these tunnels by the tested RRT-based strategies.
The first three rows (starting with 1, 2, and 3) in each section
show the success rates of finding the first three tunnels
provided by CAVER. Not all three searched tunnels can be
found in all proteins, especially with larger probes, which is
indicated by the blank space (e.g., protein 1CQW contains
only one tunnel for probe 1.1 Å).
From the biochemical point of view, the most important is
the first tunnel (denoted as 1) detected by CAVER. Generally,
the first tunnels are always found with high success rate
(sometimes even 100 %), but the success rate is lower for
other tunnels. The lengths of the tunnels show that the first
tunnel is typically shorter than the other ones. These tunnels
are more tortuous and they are not going directly to the
surface.
By comparing the sampling strategies, the proposed
method A1 outperforms other strategies in most of the cases,
except for the 1BL8 protein. The possible reason is that 1BL8
has larger internal void space (many tunnels for large spheres
can be found in it), but the parameters dhigh , dlow have been
used the same for all methods. It is worth to emphasize
that the A3 strategy (naı̈ve RRT sampling) is run with 10
times more iterations Imax and still it finds tunnels with
significantly lower success rate. This shows that the twophase approach for the configuration space sampling used
in A1 and A2 brings an advantage. A1 and A2 perform
similarly, but A1 has higher success rate for the tunnels
of higher order, which is achieved by the Voronoi guided
sampling.
B. Tunnel detection in dynamic protein
A sequence of 1000 frames of protein Haloalkane dehalogenase (DhaA) was analyzed with rprobe = 0.9. Due
to molecular dynamics, the tunnels change rapidly and they
often disappear or merge with others. Each frame was analyzed with Alg. 1 with Imax = 1000 iterations. Fig. 5 shows
the visualization of selected frames. Due to the CAVER’s
implicit clustering of the first tunnels over time, we do not
show any comparison of the dynamic tunnels. The total time
to process the whole sequence was ∼2 minutes (Intel Core
i7@2.9 GHz), while CAVER took ∼70 minutes. Due to space
limits, only few images are shown in this section. We refer to
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TABLE I

C OMPARISON OF CAVER 3.0 WITH A1 , A2 AND A3 METHODS . B OLD
FONT DENOTES THE BEST SUCCESS RATE FOR EACH TUNNEL AND
PROBE .

Probe 0.8Å
T Length A1 A2 A3

Probe 0.9Å
Length A1 A2 A3

Probe 1.1Å
Length A1 A2 A3

1BL8, 2823 atoms
1 12.74 84 86 22
2 12.23 84 92 42
3 13.41 90 92 24

12.74 94 92 21
12.23 78 84 38
13.41 100 90 29

12.74
12.23
13.41

1MXT, 7519 atoms
1 20.62 100 100 15
2 22.50 94 70 6
3 36.00 96 88 76

20.62 100 100 18
22.50 96 88 6
36.00 96 92 65

20.62 100 100 0
36.00 98 92 70

1AKD, 3208 atoms
1 17.24 98 96 25
2 23.97 26 36 17
3 16.29 6
2 0

17.24
23.97
20.37

90 100 67
28 40 33
54 60 0

17.24 100 100 100

1TQN, 3767 atoms
1 25.60 84 74 28
2 21.19 60 68 66
3 19.31 54 76 0

25.60 100 92 26
21.19 70 62 69
19.31 100 74 4

25.60 100 100 31
21.19 74 62 68
19.31 98 72 3

1CQW, 2352 atoms
1 17.30 100 100 35
2 21.66 100 100 65
3 25.09 100 100 48

17.30 100 100 50
21.66 100 100 66
25.09 100 100 28

17.30 100 100 100

88
76
96

92
54
82

34
68
16

http://mrs.felk.cvut.cz/romoco2017 for more
information.
VIII. C ONCLUSION
The problem of tunnel detection in protein structures can
be formulated as a path planning problem which can be
solved by RRT. The tunnels inherently have properties of
narrow passages and it is therefore challenging to find a
path inside the protein. We propose to generate random
samples around a subset of Voronoi Diagram of the protein
atoms. The subset is maintained automatically according to
the distance to the configuration tree, so only the regions
not reached by the tree yet are sampled. While the Voronoi
diagram provides valuable information about suitable void
regions in the protein, the proposed RRT-based technique can
cope with the molecular dynamics. The proposed technique
can therefore be considered as an extension of the existing
VD-based tools for static tunnel detection enabling to compute evolution of the void space (or tunnels) over time.
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(a) 1AKD tunnels

(b) 1AKD tunnels only

Submitted draft

(c) Correct tunnels (A,B)

(d) Incorrect tunnels (C)

Fig. 3. Tunnels detected in the protein 1AKD for rprobe = 0.9 Å. Tunnels detected by A1 are depicted in orange, green spheres show tunnels computed
by CAVER 3.0. (a) The protein with all tunnels detected by the A1 method. (b) The comparison between tunnels detected by A1 (orange) and CAVER
3.0 (green) with the three tunnels highlighted. (c) Examples of correctly detected tunnels — green and orange spheres mostly overlap along the tunnel
centerline. (d) Example of a CAVER tunnel (green) that has not been detected by A1 , as its nearest tunnel (orange) does not overlap.

(a) Tunnels in 1CQW,
probe 0.7 Å
Fig. 4.

(b) 1CQW tunnels only

(c) Active site in
1BL8

(d) Tunnel #8 in 1BL8,
probe 0.9 Å

Tunnels detected by A1 are depicted in orange, green spheres show tunnels computed by CAVER 3.0.

Frame 6

Frame 12

Frame 19

Frame 20

Frame 48

Frame 54

Frame 55

Frame 56

Fig. 5.
Evolution of the void space in molecular dynamics of the DhaA protein. The active site is highlighted by the red circle in the top left image.
In frame 20, the single tunnel is separated into three smaller tunnels. Two of them temporarily merge again in frame 55, but then they separate again and
remain disconnected.
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V. Navrátilová, P. Banáš, C.-M. Ionescu, M. Otyepka, and J. Koča.
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