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Abstract— This paper introduces a new concept for flexible
motion planning and control of industrial robots. Instead
of a closed monolithic architecture, an open service-based
framework is proposed. The services can be run hardwareindependent on a decentralized IT infrastructure (Cloud) allowing a fast reconfiguration of control modules and their
multiple usage in different tasks. The services can be run on a
dedicated PC or on individual virtual machines inside a single
computing cluster. The proposed service-based framework was
implemented and tested for the motion planning of a robotic
manipulator. Effects on control performance, availability and
scalability are investigated and documented.

I. INTRODUCTION
In an evolving production environment, the configuration
of factory lines is highly depending on the customers demands. Following the trend of the last years, the factory
of the future will have to meet requirements for a fully
customized production with Lot-size 1. This results in the
capability of fast reconfiguration of machinery and robots as
well as acquisition and analysis of all possible process data.
For collecting and using the data, all sensors, actuators and
computing algorithms have to be connected together. The so
called cyber-physical production systems (CPPS) are then
able to provide and consume certain services. To cope with
the changed infrastructure of production systems, the control
architecture for machines and robots will transform from a
hierarchical to a flat and fully meshed setup. In Fig. 1 the
control layers from factory management to field level are depicted. On the right side the control systems are modularized
and interconnected so they can be offered as cloud-based
services. This idea also includes the cloud mechanics of
an on-demand self service, resource pooling, broad network
access, rapid elasticity and measured services as defined by
the National Institute of Standards and Technology (NIST)
[1]. Every service is accessible worldwide through an IP
network, can be instantiated multiple times, and will be given
the necessary resources from the cloud operating system.
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As part of the high-tech strategy of the German Federal
Government the future project ”Industry 4.0” was launched.
It deals with the development of methods and technology
for networked production, allowing automated production of
small batches. All machines tools, robots and the handling
systems or even raw materials and products are equipped
with communication interfaces for a continuous exchange of
data and thus are transformed to cyber-physical production
systems (CPPS). The control of networked systems is then
possible from a distributed IT infrastructure (cloud). Also
for the employees of manufacturing companies the task areas
change accordingly. By increased networking and automation
of production, a smooth transition between manual and
automated jobs will be created. A physical human-robot
collaboration makes use of the concept of compliance control
of the robot for manually guidance and adaptive reaction to
the environment. However, this requires not only advanced
safety features to protect people and the environment but
in the case of cloud-based controller also the adaptation of
the system architecture. The communication infrastructure is
no longer strictly deterministic in the form of field buses
available, but is increasingly based on the Internet Protocol
(IP) and public networks.

Fig. 1. Transformation from hierarchical control architecture to modularized cloud services.

Absolutely essential services for the motion planning and
control of industrial robots are:
• robot hardware service - represents the bridge from IP
network to field bus to access sensors and actuators
• motion planning service - calculates trajectories
• calling instance - user who initiates the motion sending
commands to the planning service
After presenting related work, the following chapters will
describe the architecture of a cloud-capable control system,
an experimental setup consisting of prototypic services and
an industrial robot in laboratory scale, conduction of exper-

iments and evaluation of results as well as a summarizing
conclusion.
II. RELATED WORK
The service oriented architecture we are addressing is
recently mentioned by [2], who’s applications concentrate on
mobile robotics rather than industrial robotics. The project
pICASSO is developing a full scale industrial cloud platform
for production with cyber-physical systems [3]. Unlike other
approaches on robotics cloud platforms like [4], pICASSO is
dealing with real-time capabilities. Turnbull [5] considered
multi-robot problems and outsourcing the high level robotics
functions to cloud resources. The evaluation of communication protocols in a machine-to-cloud (M2C) infrastructure
and the discussion of technical challenges in computation,
communications and security of cloud robotics is done
by [6]. A society and human-centered aspect is introduced
by [7] who gives an overview in a broad sense. In [8], authors
present a platform as a service (PaaS) approach to the networked robotics applications. The term of robots as a service
is mentioned by [9] in connection with the RoboEarth [10]
project. The remote brain paradigm is recalled to create
power-efficient robots with nearly infinite computing and
memory resources [11]. How to use cloud robotics together
with ROS is shown in [12] for autonomous mobile robots.
An overall survey can be found in [13].
III. METHODS
A. Modularization of the robot controller
The classic robot controller is derived from the active
chain of numerical motion control (see Figure 2, left).
A selected user program is read via the vendor-specific
interpreter line by line and separated into general movement
instructions. These instructions may be specified in Cartesian
space or axes specific space for each robot drive axis and
containing the interpolation method and the target point. The
interpolator calculates the points on the trajectory with a
given velocity profile. The subsequent coordinate transformation converts all point of the Cartesian space coordinates
into the axis-specific angles. The different clock rates of
the interpolator (approximately 10-50 ms) and the position
control (about 1 ms) can be adjusted by the fine interpolator.
It calculates position setpoints between two axis-specific
bases and passes them to the position control. The position
control is part of a cascade control for each drive, which is
complemented by a speed control and current control. So far,
all these steps are performed in the cabinet of the industrial
robot.
The challenge for the implementation of a cloud-based
robot control is to modularize the motion controller and to
offer each function as an independent service. This allows
that several robots were controlled over a common infrastructure. So far, manufacturers offer only an option for up
to four robots per cabinet. Appropriate interfaces have to be
created between the services ensuring a safe and effective
data exchange. Another challenge is to achieve the real-time
capability of the lower functions like position control. Since

Fig. 2. Transferring motion functions from control cabinet to the Virtual
Robot Controller depending on real-time requirements.

these functions are dependent on actual measured values of
the process, they can not start at staggered times, such as the
initial path planning in the interpolator. Indeed, depending
on the required cycle time (position control 1 ms, Cruise
Control 0.125 ms, current control 0.0625 ms) some of the
features must remain near the machine (Machine-box, see
Figure 2, center). This keeps the real-time capability upright
through short communication paths. All other operations can
be outsourced as virtual robot controller (VRC, see Figure
2, center) to a central IT infrastructure (cloud).
B. Outsourced control as a virtualized cloud module
Non-real-time critical functions of the robot control can be
executed on remote computing units. A combination of these
processing units (Cloud) by a middleware enables the instantiation of robot control programs in virtual machines (VM).
These VMs form the cloud-based virtual robot controller
(VRC). The middleware is implementing cloud mechanisms.
Through user interaction (e.g. web-based) or automatically
via an API, changes in the execution environment of the
modules are conducted. This includes, for example, the
easy starting and stopping of services or the shifting of
resources. One or more of the VRC can control one or more
robots. The sub-functions of the VRC are offered as services
performing on demand. One application in production is
the robot-assisted machining. A certain interpolation (e.g.
linear) is required for a production line of multiple robots
simultaneously smoothing cut edges. Whereas one of these
robots then additionally requests for another interpolation
(e.g. circular interpolation) for visual inspection of the edges.
In the first case of simultaneous computing, more resources
are needed than in the second case. This demand-driven
allocation of computing power and storage space, is one of
the basic functions of the cloud environment. The virtualized
modules can be provided to the user in a quick and flexible
manner. If necessary, they will be relocated to other hardware
resources to achieve load distribution.
A scheme of the allocation of cloud-based (control) services and their relation to physical components such as robots
and sensors is depicted in Fig. 3. The gesture-based programming includes a service that allows intuitive programming
of industrial robots using mobile devices and 3D image
processing. The program changes function by force control

Fig. 3. Residual control (left) and cloud control with value-added services
(right).

as an additional service uses force / torque sensor as a form
of natural human-computer interaction. These services can
be run independently from the rest of the robot controller as
cloud components activated at any time. Real-time critical
functions of the robot controller, such as the position control
of the axes remain in close proximity to the hardware and
communicate via real-time bus systems (CAN / EtherCAT
/ Profibus etc.). The cloud-based control computes all steps
of position set-points. However, for the implementation of
process-oriented control and safety functions including the
force- and torque-based compliance control [14], access to
the underlying layers (e.g. motor current input interface) is
necessary.
C. Robot Hardware
The experimental system used for real-world motion trials
consists of an AMTEC PowerCube Robot (now supported
by Schunk), a Windows PC with USB-to-CAN Adapter. The
Robot is constructed from six PowerCube modules in a serial
kinematic chain. Therefore the industrial robot configuration
is realized. The control system is based on a CAN-protocol
that accesses the modules to send and receive data.
IV. EXAMPLE OF A SERVICE-BASED SOLUTION
The proposed cloud-based control for industrial robots
consists of three parts. The first part is the human-machine
interface, where movement commands can be sent to the
control infrastructure. The second part includes all of the
control algorithms as individual services running in the
cloud. In our case the algorithms are a set of interpolation
types, like point-to-point interpolation, linear interpolation
or trajectory-planning, forward and inverse kinematics as
well as collision detection functions. The third part of the
architecture is built by the robot server, which connects the
IP network to the field bus. The scheme of this architecture
can be seen in Fig. 4.
All three parts are independent programs which can be
run on different computers or virtual machines. They are
interconnected by a virtual private network (VPN). This

allows the aggregation of services into one network segment
for easy access and is providing a reasonable amount of data
security and privacy.
The human-machine interface is simulated by a standard
mobile PC, which can enter the network with wireless
communication. The user will be in the same room with the
robot for safety reasons, but is not forced to use one single
development machine for programming the robot.
The following steps are part of the work flow to establish a
distributed multi-service control system and how it communicates from target position and type of interpolation/planning
to the physical robot motion.
The HMI-machine has to complete the following tasks:
1) connect to VPN Server
2) start HMI-Service (e.g. GUI)
3) read Target Position and Planning Type from User
4) connect to Planning Service
5) send Target Position and Planning Type
6) disconnect from Planning
7) goto step 3
The Planning-machine (e.g. cloud resource) has to complete the following tasks:
1) connect to VPN Server (running on same or other
resource)
2) start Planning-Service (e.g. GUI)
3) accept connection from HMI-service
4) receive Target Position and Planning Type
5) execute Planning algorithms
6) connect to Robot Service
7) send Trajectory
8) disconnect from HMI, Robot
9) goto 3
The Robot-machine (e.g. machine box) has to complete
the following tasks:
1) Initialize Hardware
2) connect to VPN Server
3) start Network-bridge-Service (e.g. GUI)
4) accept connection from Planning-service
5) receive Trajectory
6) send position set-points to field bus
7) disconnect from Planning
8) goto step 4
The presented service-based framework was implemented
for usage in trajectory planning for the Pick & Place task.

Fig. 4.

Cloud-based Interpolation Service - Experimental Setup.

The task of the planning is to find a feasible trajectory for a
n-link manipulator from an initial configuration qinit ∈ Cf ree
to a goal configuration qgoal ∈ Cf ree , where a configuration
q = (j1 , j2 , . . . , jn ) is defined by the joint angles ji . Let C
denote the set of all configurations (configuration space) and
let Cf ree ⊆ C denote the set of feasible configurations, where
the robot does not collide with obstacles and with itself and
where additional constraints are satisfied. For example, a
constraint can specify that the orientation of the end-effector
is within a given range, which is useful e.g. to ensure a
horizontal position of the carried object. The motion planning
under constraints has been studied in many papers [18], [19],
[24], [23].
This high-dimensional motion planning can be solved by
sampling-based motion planning methods such as Rapidly
Exploring Random Tree [20], [16]. The RRT algorithm
builds a tree of feasible configurations rooted at the initial
configuration qinit ∈ Cf ree . In each iteration, the configuration qrand ∈ C is randomly sampled and its nearest neighbor
qnear in the tree is found. The configuration qnear is then
expanded to obtain a set of reachable configurations R, from
which the nearest configuration to qrand is selected and
added to the tree. The algorithm terminates if it approaches
the goal configuration qgoal to a distance dgoal or after Kmax
iterations. The distance %(·, ·) between two configurations is
measured as the 3D Euclidean distance between end-effector
positions corresponding to the configurations. The usage of
3D Euclidean metric boosts the tree to rapidly explore the
workspace. The algorithm is listed in Alg. 1.
Algorithm 1: Main loop of RRT algorithm
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Input: start and goal configurations qinit and qgoal
respectively, number of max iterations Kmax
Output: plan or failure
T .initialize(); // create empty configuration tree
T .add(qinit );
for iteration = 1 : Kmax do
qrand = generate random configuration in C;
qnear = T .findNearest(qrand );
R = ∅;
foreach (u ∈ U ) do //expansion step
q = qnear + u; // change joint angles by u
if isFeasible(q) then
R = R ∪ {q};
end
end
if R 6= ∅ then
qnew = select nearest from R to qrand ;
T .add(qnew );
T .addEdge(qnear , qnew );
if %(qnew , qgoal ) < dgoal then
return plan from qinit to qnew in tree;
end
end
end
return failure; // no plan found during Kmax iterations

The task of the expansion step (lines 7–12 in Alg. 1)
is to determine new configurations R reachable from qnear
(Fig. 5). This is achieved by adjusting the joint angles defined
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Fig. 5. An example of expansion of the configuration tree from node
qnear . From this node, three new configurations are computed (blue) and
checked for collision with obstacles (yellow). The blue configuration nearest
to qrand will be added to the tree.

in qnear by a small values u ∈ U (line 8 in Alg. 1). The set U
contains a predefined set of combinations of changes of joint
angles. For example, angle of each joint can be adjusted by
−, 0, , and U contains all combinations of these changes.
After the configuration is adjusted, the forward kinematics
is used to compute the positions and orientations of the
manipulator’s links in the workspace. The positions and
orientations of the links are necessary for collision detection,
where the task is to determine whether the robot collides with
an obstacle.
The advantage of the presented approach is, that the expansion step relies only on the forward kinematics and collision
detection. The planner therefore does not need to cope with
possible singular configurations or numerical instabilities of
inverse kinematics in the case of more complex manipulators.
As the transition between two near configurations is obtained
by changing joint angles, the resulting motions are more
smooth. Moreover, the motion constraints such as the endeffector constraints can be easily satisfied, because these can
be easily checked in the isF easible procedure (line 9 in
Alg. 1) simply by comparing orientation of the effector with
a desired values. A configuration that does not satisfy the
constraints is not further checked for collision and it is not
added to the tree.
The most time consuming part of the RRT planner is the
collision detection. In the collision detection, the geometries
of all n links need to be checked against geometries of
objects in the workspace, which requires to compute 3D
position and orientation of the geometries of arm’s links
using the forward kinematics. To prevent self-collision, the
geometries of the links are checked against each other.
To speed up the planning, the collision detection can be
run as a service. The deployment of the expansion step as a
service brings several advantages. First, it allows us to run
the planner on low-power PC, as the most time consuming
parts are realized elsewhere. Second, the geometric models
of the workspace do not need to be synchronized with the
planner, but only with the collision detection service, which
is important in the case of dynamic environments, where
positions/orientations of 3D models need to be frequently
updated. The possible realization of the services in this task
is depicted in Fig. 5.
To investigate the advantages of this service-based RRT
planner, three versions of the collision detection service, that

differ in the amount of information exchanged between the
service and the planner. The simplest collision detection is
realized by Servicelinks method, which receives the message
msg = (x, y, z, rx , ry , rz , i) describing 3D position (x, y, z)
and Euler angles (rx , ry , rz ) of i-th link of the manipulator.
The service computes collision detection between the i-th
link and the obstacles and reports the results as 0 or 1. To
determine the collision detection for the whole robot, the
service has to be called n times, which requires to transmit
n · (6 · 8 + 1) = 49n bytes (assuming that the index i is 1
byte long and other values are doubles 8 bytes long).
The disadvantage of Servicelinks is the considerable
amount of messages that need to be transmitted between
the planner and the service. To decrease the amount of
messages, the second method, called Servicearm , receives
3D positions and orientations of all n links at once,
msg = (xi , yi , zi , rx,i , ry,i , rz,i ). The service internally
loops through all links and check them for collisions with
obstacles. This requires to transmit 6n · 8 = 48n bytes.
To decrease the length of messages that need to be
exchanged between the planner and the collision detection
service, Serviceangles is called directly by the configuration
q being tested for collisions, therefore the message is msg =
q = (j1 , j2 , . . . , jn ). The service internally calls forward
kinematics to compute the orientations and positions of all n
links and then performs collision detection between the links
and workspace and also between pairs of links. The obvious
advantage of this service is the smallest size of the messages,
as only 8n bytes need to be transmitted. The disadvantage
is, that the service needs to utilize forward kinematics and it
has to be ensured, that both the planner and the service uses
same forward kinematics.
The three studied types of collision detection services have
been experimentally verified in the Pick & Place scenario
(Fig. 6). The workspace is represented by simple boxlike objects, that were converted to a 3D triangular mesh
(with 150 triangles) for the purpose of collision detection.
The geometry of the 6-link manipulator is described by a
detailed CAD model with ∼ 105k triangles. The real robot is
depicted in Fig. 6. The collision detection was implemented
by the Rapid [22] library. The planner and the services
Servicelinks ,Servicearm and Serviceangles communicate with
the planner using IP sockets. The performance of the services
was compared with the collision detection called as a normal
function without need to communicate using sockets. This
version is referred to as Servicenone in the rest of the paper.
V. EXPERIMENTS AND RESULTS
The planners were tested with and without end-effector
pose constraints (denoted Con=0/1 in the tables). The constraint Con=1 means that the carried box has to be kept in the
horizontal position, and Con=0 allows arbitrary orientation
of the box. The RRT planner was run 20 times for each
combination of service and pose constraints. The maximum
number of allowed planning iterations was set to Kmax =
150000. Examples of computed plans are depicted in Fig. 9.

Fig. 6.
Workspace for the tested Pick & Place scenario (left). A and
B denote the initial and goal position of the end-effector. The real robot
(right).

The tables show two types of time information: Process
time, showing the total time the process spent on the processor, and Real time, which shows the real time before
the planner delivers a solution. The real time and process
time are similar in the case of Servicenone variant, as all
the computations are realized on a single process. In the
case of service-based planning (Servicelinks , Servicearm and
Serviceangles ), the process time is less than real time, as part
of the computations is realized on a different computer. The
amount of messages required to exchange data between the
planner and the services is equal to the amount of collision
detection queries, which are also shown in the tables.
The first experiment was performed on a desktop PC (Intel
Core2Duo@2.8 GHz) (top part in Tab. I) in two variants:
a) the planner and all services were run on the PC (top
part of Tab I), and b) planner was run on the PC while
the services were run on a Server (a Pentium IV@2.8 GHz)
(bottom part of Tab. I). In both cases, the planner and the
services communicated using IP sockets with the planner.
In the first case, the fastest planning was achieved using
Servicenone , which is not surprising, as the Servicenone
calls the collision detection as a library without need to
exchange the data using sockets. In the second case, where
the services were run on the Server, the slowest planning
was achieved using Servicelinks service, while Servicearm
and Serviceangles provided faster results. The difference
between runtimes of Servicearm and Serviceangles is not
statistically significant using t-test (p-value=0.78 for Con=1
and p-value=0.07 for Con=1). We can conclude, that their
performance is same. By comparing the real runtimes of
Servicearm and Serviceangles running remotely on the Server
with real runtimes of Servicenone running locally, we see,
that Servicenone is the fastest. In this case, the servicebased computation did not bring an advantage, as the locally
run planner (Servicenone ) outperformed the service-based
solutions.
The second experiment was realized using a low-power
PC (two cores running @1.1 GHz). Similarly to the above
test, the experiment was run in two variants: a) the planer
and the services were run on the low-power PC (top part of
Tab. II), and b) the planner was run on the low-power PC,
while the services were run on the Server and called remotely

•

Fig. 7.

Experimental motion trials in the laboratory

using sockets (corresponding results are show in bottom part
of Tab. II). In the first case, Servicenone required 81.14 s
to compute a plan, while all service-based solutions were
significantly slower. However, the speed of the motion planning was significantly improved in the second case, where
the service were run on the Server. In this case, Serviceangles
provided a plan in average time 65.81 s, which is even faster
than when the planner was run locally. This experiment
has shown, that the service-based computation is possible
and can brings advantages, especially if the computationally
intensive runtimes are executed on fast machines.
To proof the planned trajectories to be applicable to an
industrial robot pick and place use case, we executed the
planned trajectories on the modular AMTEC robot (see Fig.
7). There are two scenarios possible to bring the planned
motion to the robot. In the first one, the robot service
waits until the planning is completed and then receives the
complete trajectory at once. Here, the motion execution time
is independent from the planning time. A fast but complex
motion with many constraints can be executed this way. One
disadvantage is, that the planning time has to be added to
the execution time. The other possible scenario implements
a real-time execution of the planned motion. This approach
allows on-the-fly planning with information from on-board
sensors exploring the environment (e.g. for the collision
detection constraint).
The experiments with the robot hardware are realized with
a synchronized communication protocol. The machine box
receives a position set-point from the planner and immediately forwards it to the field bus. The cycle time of one
interpolation step is 25 ms, the measured message latency
between planner and robot is about five to six times smaller
at 4 ms. The distance of the example motion is 1.5 m what
results in a maximum velocity of 2.5 cm /s with the lowpower PC and service-based planning on remote machines.

different exchangeable path planning services can be
provided at the same time

The measured timing values show, that our approach allows
the combination of low-power components with reduced
functionality (machine box) with a scalable on-demand IT
infrastructure. This could lead to a significant saving of
energy and resources if consequently applied to as many
automated systems as possible. The next experiments will
focus on the investigation of performance issues caused
by the communication delay over IP networks. Another
interesting field is to test closed loop control layers, like position control or velocity control regarding their performance
with variable latencies. The accession of more robots and
machines in different locations to the cloud control network
and the increase of available services will be a base for
future research on implications for industrial importance of
this approach.
Industry 4.0 proposes the intuitive use of fully networked
production systems. The integration of robots and machine
tools to a centralized IT infrastructure (cloud) then allows
the outsourcing of control functions. Their requirements for
availability, scalability and real-time ability to determine the
suitability for roll-out in a virtual execution environment.
The cloud-based robot control modularized the active chain
of numerical movement control and allows a wide data
analysis and value-added services. The value-added services
by means of additional sensors, such as cameras and force
sensors, increase the data base. The interaction of cloudbased management and value-added services with machines
and other devices is shown in Figure 8. Additional services
can be booked via an app concept. An availability of such
external algorithms as cloud-based services enable the use of
the robot as an intelligent tool like in[15]. The technical challenge is to create suitable machine interfaces for connecting
robots, machines and tools to the Internet of Things.
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VI. CONCLUSION
The results of the experiments show, that the proposed
architecture for control of industrial robot is feasible. There
are three advantages in comparison with the common control
architecture:
• higher layer control algorithms can be kept in a centralized environment and made available with Internet
access
• algorithms with high computation complexity or memory usage can be transferred to cloud computing platforms

Fig. 8.

cloud-based management, control and value-added services
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TABLE I
P ERFORMANCE ON A D ESKTOP PC. T HE VALUES ARE AVERAGE VALUES OUT OF 20 TRIALS , THE NUMBERS IN THE BRACKETS ARE THE STANDARD
DEVIATION . T HE BEST REAL TIMES ACHIEVED IN THE TOP / BOTTOM GROUPS ARE HIGHLIGHTED BOLD .

Desktop PC+Server

Desktop PC

Process time [s]
Real time [s]
Tree size
CD queries
Process time [s]
Real time [s]
Tree size
CD queries

Con.

Servicenone

Servicelinks

Servicearm

Serviceangles

0
1
0
1
0
1
0
1

24.89 (1.31)
75.45 (8.00)
24.81 (1.29)
75.38 (7.97)
21k (1k)
102k (9k)
116k (12k)
417k (42k)

16.79
64.23
30.43
89.52
21k
100k
117k
404k

15.29 (0.66)
60.34 (4.99)
26.67 (1.56)
80.14 (6.87)
21k (1k)
100k (8k)
113k (14k)
407k (34k)

16.24 (3.90)
59.44 (6.23)
28.19 (4.49)
81.76 (9.34)
22k (7k)
98k (10k)
115k (15k)
399k (42k)

0
1
0
1
0
1
0
1

(0.52)
(6.73)
(1.43)
(9.90)
(1k)
(10k)
(12k)
(45k)

17.81 (0.53)
70.36 (5.41)
48.14 (2.63)
152.76 (12.45)
21k (1k)
103k (7k)
115k (12k)
417k (35k)

16.34
69.09
33.05
116.38
20k
102k
111k
416k

(0.58)
(7.11)
(2.31)
(14.32)
(1k)
(10k)
(12k)
(46k)

17.83 (4.31)
69.59 (6.41)
33.38 (4.76)
108.90 (10.27)
23k (6k)
102k (9k)
116k (15k)
419k (40k)

TABLE II
P ERFORMANCE ON A LOW- POWER PC. T HE BEST REAL TIMES ACHIEVED IN THE TOP / BOTTOM GROUPS ARE HIGHLIGHTED BOLD .

Con.

Low-pow. PC + Server

Low-power PC

Process time [s]

Fig. 9.

Real time [s]
Tree size
CD queries
Process time [s]
Real time [s]
Tree size
CD queries

0
1
0
1
0
1
0
1
0
1
0
1
0
1
0
1

Servicenone

Servicelinks

Servicearm

Serviceangles

80.87 (9.63)
186.17 (18.22)
81.14 (9.47)
186.43 (18.39)
23k (4k)
105k (8k)
126k (21k)
433k (35k)

56.91 (6.07)
176.75 (11.39)
120.14 (9.02)
281.76 (18.65)
23k (4k)
100k (6k)
127k (17k)
409k (26k)

45.56 (2.68)
150.79 (16.67)
102.62 (9.30)
237.95 (25.56)
23k (1k)
101k (6k)
127k (15k)
414k (28k)

43.30 (1.88)
141.37 (14.49)
99.19 (7.34)
227.67 (25.04)
22k (1k)
100k (9k)
129k (14k)
413k (43k)

54.19 (8.42)
207.08 (27.69)
107.05 (10.26)
334.14 (30.70)
22k (1k)
99k (8k)
131k (18k)
407k (41k)

65.50 (2.52)
207.36 (20.77)
94.76 (5.36)
280.05 (25.41)
23k (1k)
100k (6k)
131k (14k)
413k (27k)

39.67 (2.15)
137.96 (10.07)
65.81 (5.67)
202.95 (15.31)
22k (1k)
98k (6k)
124k (19k)
407k (30k)

Screenshots from motion planning with end-effector constraints. The carried box had to be kept in the horizontal position during the motion.

